How to validate ingested data.

1. Get OAI served nsdl_search metadata from our server (stagingOAI?  nsdloai?) to match db_insert file(s).

a. If the number of records in the db_insert file is less than the chunk size we serve (as of 2/5/03, 250 records), then you can simply do a ListRecords request via a web browser, if you like:

i. (baseURL)verb=ListRecords&set=(ourSetSpec)&metadataPrefix=nsdl_search

OR

ii. use html forms at 

1. http://services.nsdl.org:8080/stagingOAI
2. http://services.nsdl.org:8080/nsdloai
3. (whatever baseURL for our OAI server, minus the last “/OAI” )

b. If the number of records in the db_insert is greater than the chunk size we serve (as of 2/5/03, 250 records), then you can use our OAI harvester and then use a script to combine the responses into one big file.

i. We currently (as of 2/5/03) use Simeon’s perl harvester code.

ii. Currently (as of 2/5/03), the harvester code is on the SERVICES machine, in directory  /usr/local/OAIharvester.

iii. To see options to run the harvester, from the harvester directory type: either 

“./oaiharvest.pl –h” or  “perl oaiharvest.pl –h”

iv. You’ll probably want to use the following command to run the harvester:  “./oaiharvest.pl –V –x –r –m nsdl_search –s (ourSetSpec) –b (baseDirForHarvesterResults) (baseURL for our OAIserver)

Options used:

-V  very verbose in the log

-x  use “.xml” and “.txt” file extensions so it’s easier to view results in windows

-r  do ListRecords (default is ListIdentifiers)

-m  the metadataPrefix (default is oai_dc)

-s  the setSpec of the set to be harvested (default is all records)

-b  indicate a baseDir (default is set to /usr/local/OAIharvester/harvestedRecords as of 2/5/03)

v. To combine the multiple gzipped ListRecords responses from the harvester, use the perl script “combineOAIListRecords.pl” which currently (as of 2/5/03) lives in /usr/local/OAIharvester:  

“./combineOAIListRecords.pl (fname1.gz .. fnamelast.gz) >(outputfile)”

“./combineOAIListRecords.pl (dir)/?ist*.gz >(outputfile)

c. You may wish to combine db_insert files to match harvested sets (e.g. “Alexandria” set on our OAI server matches db_insert files for their drg_24k_ca and doqq_bw_ca data, which is in two separate db_insert files …)

2. Figure out the naming authority for the records.

3. Apply the comparison stylesheet to the db_insert file. 

a. Script to run the stylesheet currently (as of 2/5/03) lives in /usr/local/validation as “stagingOAImdValid.sh”

b. You will need to change some parameters at the top of the file (eventually, we hope to allow them as positional parameters):

i. INFILE:  the db_insert file containing the records you are checking

ii. OAIFILE:  the (combined) ListRecords response file from the OAI server

iii. RESULTFILE:  the file that will contain the results of this comparison

iv. NAMINGAUTHORITY:  our naming authority for the records.

c. Run the script (after changing the parameters, and/or copying the script to another location):

“./stagingOAImdValid.sh”

4. If the ListRecords response is correct, the output file from the above stylesheet will be of length zero.  Otherwise, it should have self-explanatory messages of the discrepancies

